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A multi-fidelity aeroelastic analysis framework has been developed for the flutter anal-
ysis of an efficient supersonic air vehicle (ESAV). The goal of the multi-fidelity, multidis-
ciplinary approach is to capture the effects of nonlinear, coupled phenomena on vehicle
performance at a cost amenable to conceptual and preliminary design. A single, unified
geometric representation is central to the multi-fidelity, multidisciplinary process, to ensure
compatibility between disciplines and fidelity levels. The employed low-fidelity model cou-
ples linear finite-element analysis with linear panel aerodynamics. The high-fidelity model
couples structural modes with Euler computational fluid dynamics. Variations of the criti-
cal flutter dynamic pressure with changes in Mach number are evaluated using both time-
and frequency-domain analyses, with potential strengths and weaknesses being of particular
interest. Multi-fidelity metamodeling of quantities of interest and intermediate quantities
are also presented.

I. Motivation and Background

In order to enable the technological advancements required for new aircraft, the conceptual design process
must accommodate both low- and high-fidelity multidisciplinary engineering analyses to enable reasonable
computational cost and accuracy trade-offs. Thus, developing new and revolutionary aircraft designed to
meet the ever-growing requirements for mission capability and lifetime sustainability will require multidis-
ciplinary design and analysis approaches in the conceptual design phase. These are necessary to capture
the complex, often coupled, physical phenomena present in the operating environment and flight regime
of modern aircraft, for example, nonlinear aeroelastic, aerodynamic, and thermal-structural effects. It also
allows researchers to exploit these effects and their interactions to achieve advanced aircraft capabilities and
configurations otherwise unattainable. A computationally very expensive example is flutter analysis where
often the implicit assumption is that the most critical case at any given Mach number will occur at sea level
conditions since the dynamic pressure is highest there. However, Bendiksen [1,2] presents a counterexample
involving a generic swept wing representative of transport aircraft (called Göttingen or G-wing) in which
transonic limit cycle flutter occurs at altitude rather than at sea level. Before detecting such counter-intuitive
behaviors often several design stages have already been completed or – in a worst-case scenario – only flight
testing will reveal them leading to massive cost and schedule overruns.

The fact that these coupled analyses are computationally very expensive poses a huge challenge since
the conceptual design phase typically requires a large number of configurations to be analyzed [3]. Thus, for
inclusion in the overall design routine, these analyses must balance a trade-off between fidelity of the solution
and computational time. The Air Force Research Laboratory’s (AFRL) Multidisciplinary Science and Tech-
nology Center (MSTC) is currently investigating conceptual design processes and computing frameworks
that could significantly impact the design of the next-generation Efficient Supersonic Air Vehicle (ESAV) [3].
Because these processes may need to assess highly unconventional aircraft configurations, a multidisciplinary
design and analysis approach is needed to accurately predict aircraft behavior in flight. For instance, a tail-
less design presents unique challenges in lateral control, as it may require the use of multiple unconventional
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control effectors for which no previous examples (and therefore empirical knowledge) exists. In addition,
flying a tailless vehicle presents challenges in trim and stability, with the accurate prediction of aerodynamic
forces and moments being critical to its success; this necessity for accurate physics modeling is further exac-
erbated by the fact that such a vehicle must both dwell in and fly through the transonic regime, for which
aerodynamic modeling is known to be difficult.

In this paper, the employed ESAV multi-fidelity aeroelastic analysis model is presented in Section II.
Frequency-domain flutter analyses, developed by Thelen et al. [4, 5], are conducted in Section III. In this
section, multi-fidelity metamodeling on the level of intermediate quantities is also explored. An alternative
time-domain approach, developed by Rumpfkeil and Beran [6, 7], is demonstrated in Section IV, where
multi-fidelity metamodeling is more traditionally applied to quantities of interest (QoI). Section V draws
some conclusions about the different approaches.

II. ESAV Analysis Model

For a complex aeroelastic application, a tailless, efficient supersonic air vehicle (ESAV) illustrated in
Figure 1, will be employed here. This type of configuration has been the subject of many studies at AFRL [3,
8–10] and is of interest due to potential savings in weight and drag since the empennage is eliminated.

Figure 1. Left: Wind tunnel model in yellow with the parameterized computer model in gray/brown. Right: Planform
view of outer mold line of the ESAV.

A common geometric representation of the vehicle is central for a multi-fidelity, multidisciplinary analysis
and optimization process. Using a single source ensures that the inputs given to each analysis are consistent
and aids in the transfer of data between disciplines. This objective is achieved using the Computational
Aircraft Prototype Syntheses (CAPS) [11]. Within CAPS exists a parametric, attributed model of the
vehicle. The attributes provide logical information required for the generation of analysis inputs. For
example, attributes identify the vehicle skins where aeroelastic data transfers take place, symmetry planes
for the application of boundary conditions, and bodies to which material properties should be applied. When
a design parameter is changed, the geometry can be automatically generated, and analysis models (meshes,
properties, etc.) may be requested for various disciplinary analyses.

The analysis model generation proceeds as follows. Using the current design parameters, the airfoil cross-
sections and the planform shape are determined. Lofting these airfoils provides a solid body representing the
outer mold line (OML). These same airfoils also provide the boundaries for defining mid-surface aerodynamic
panel models. The CFD domain is generated by subtracting the OML solid from a bounding box. The
internal structure results from intersecting the OML body with a grid representing the structural layout.
The wing skins are extracted from the outer surface of the OML body. Sample geometric entities used for
building various analysis models for ESAV are shown in Figure 2. A generic structural model shown in
Figure 2(c) is employed here consisting of 6 spars and 6 ribs each in the inboard and outboard section. The

2 of 17

The International Forum on Aeroelasticity and Structural Dynamics



(a) Panels for low-fidelity aerodynamics. (b) OML for FEA and CFD.

(c) Internal structure and skins for FEA. (d) Fluid domain for CFD.

Figure 2. Representation of ESAV for multi-fidelity and multi-disciplinary analyses.

ribs/spars as well as skins are represented by shell elements made out of aluminum and are 2 in and 0.1 in
thick, respectively. To account for non-structural mass, the material density is scaled by a factor of 1.5. Al-
though important to the structure’s behavior, panel stiffeners and spar caps are not currently accounted for,
as their geometry would need to be modeled explicitly in CAPS; alternatively, a smeared stiffness approach
could instead be used.

II.A. Low-fidelity Aerodynamics

The low-fidelity analysis is performed with the Automated STRuctural Optimization System (ASTROS) [12]
package. ASTROS performs static, modal, and transient linear finite-element analysis, and has an internal
aerodynamics capability for static and dynamic aeroelastic analyses. The transfer of loads and displace-
ments between the two disciplines is handled using built-in surface splines [13]. For unsteady subsonic and
supersonic applications, the Doublet Lattice Method (DLM) [14] and constant pressure method (CPM) [15]
are employed, respectively, merged via the Unified Subsonic and Supersonic Aerodynamic Analysis (US-
SAERO) [16]. The DLM and CPM codes calculate matrices which provide forces on panels representing the
vehicle as a function of deflections at these panels. These matrices are functions of both Mach number and
reduced frequencies. The 625 aerodynamic panels which lead to a number-of-panel independent solution
are shown in Figure 2(a). For flutter analyses, an external p-k method implementation [4, 5] is employed to
compute aeroelastic stability using ASTROS-based aerodynamic matrices. The reference density is taken as
4.43 · 10−5 lbm/in3 and the speed of sound as 13760 in/s, which are typical sea-level values for air.

II.B. High-fidelity Aerodynamics

The high-fidelity analysis is performed with NASA’s Fully-Unstructured Navier-Stokes 3D (FUN3D) code [17],
though the results presented here assume an inviscid fluid. FUN3D is a node-centered, implicit, upwind-
differencing finite-volume solver. FUN3D’s time-dependent Euler solver is used for two different high-fidelity
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approaches employing time- and frequency-domain responses. The time-domain approach employs FUN3D’s
mode-based aeroelastic solver. The frequency-domain approach employs forced harmonic motion of individ-
ual modes in combination with the external p−k method used for low-fidelity responses. For both approaches,
which will be explained in more detail later, the optimized second-order backward difference (BDF2OPT)
scheme is employed for temporal discretization. FUN3D’s volume mesh deformation implements a linear
elastic analogy driven by the surface mesh displacements [18].

The initial surface and volume grids are generated by AFLR4 and AFLR3 [19, 20], respectively, and a
grid convergence study yielded satisfactory volume meshes with approximately 480, 000 nodes and 2, 600, 000
tetrahedrals. The underlying surface mesh is shown in Figure 3 and Figure 4 exhibits sample pressure
contours for a transonic Mach number and moderate angle of attack.

Figure 3. CFD surface mesh.

Figure 4. Pressure distribution at a transonic Mach number at a moderate angle of attack.
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For validation purposes, a rigid aerodynamic case for a low Mach number is analyzed through a sweep
of the angle of attack and compared to wind tunnel data obtained by Lockheed Martin [21]. The inviscid
FUN3D test closely models the trends and values of the wind tunnel results as can be seen in Figure 5, with
a slightly steeper lift curve slope. While the calculated drag is consistently lower than the values gathered
in the wind tunnel, the trends are very similar across the angles of attack run. When adjusted for viscous
effects, by shifting the inviscid FUN3D results so that the drag matches the Wind Tunnel drag at zero
angle of attack, the “total” drag is very close to the wind tunnel results. The low-fidelity ASTROS analyses
provides results similar to the higher fidelity inviscid FUN3D runs, with a lower prediction of drag and a
less steep drag coefficient curve.

(a) Lift. (b) Drag. (c) Modified ”total” drag.

Figure 5. Validation for baseline ESAV vehicle at low Mach number.

For the flutter analyses in the following sections, the angle of attack is adjusted as a function of Mach
number so that the rigid dimensional lift is approximately constant. The arbitrarily chosen reference point
of CL = 0.2 at Mach 0.8 and sea level atmospheric conditions yields around 60, 000 lbf of lift. The employed
angle of attack versus Mach number distribution is shown in Figure 6.

Figure 6. Required angle of attack as a function of Mach number for constant lift.

After the structural and fluid domains are generated, free vibrational eigenmodes are computed by AS-
TROS and transferred to the CFD surface grid within CAPS. The time- and frequency-domain aerodynamic
responses then use identical modes shapes, fluid meshes, and generalized mass and stiffness values. The first
five modes, which have natural frequencies of 2.8, 11.1, 16.9, 24.5, and 33.3 Hz (and generalized masses of 1),
were chosen somewhat arbitrarily based on low-fidelity modal participation at flutter. Illustrated in Figure 7
(with a displacement scale factor of 500), these modes can roughly be characterized as first bending, second
bending, first twisting, and third bending modes, although each has some amount of both components.
While not shown for brevity, the fifth mode is primarily a second twisting mode.
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(a) (b)

(c) (d)

Figure 7. First four structural modes with z-displacement contours: (a) mode 1, (b) mode 2, (c) mode 3, (d) mode 4.
The natural vibrational frequencies are 2.8, 11.1, 16.9, and 24.5 Hz.

II.C. Contrasting Multi-fidelity Approaches

The goal of this work is to investigate two distinct multi-fidelity approaches, which not only differ by high-fi-
delity data source (i.e., time- versus frequency-domain aerodynamics), but also by the level at which multi-fi-
delity metamodeling is applied (i.e., QoI versus intermediate quantities). In particular, the frequency-domain
approach obtains aeroelastic responses by prescribed harmonic motion, which then yield generalized aero-
dynamic influence coefficients (GAIC) matrices for a given Mach number, reduced frequency, and static
deflection. When provided to the external p-k method implementation, flutter onset flow conditions are
obtained. For this approach, following the work of Timme et al. [?, 22, 23] and Thelen et al. [4, 5, 24], the
multi-fidelity metamodeling (regression cokriging in this work) is applied to the individual GAIC matrix
terms.

For the time-domain alternative, on the other hand, a single QoI (flutter dynamic pressure) is treated
as a black-box function, to which multi-fidelity metamodeling is applied (cokriging in this work). While
the time- and frequency-domain analysis methods both have their advantages and disadvantages, the use
of multi-fidelity modeling on the level of intermediate quantities, rather than QoI, is theorized to provide
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better accuracy for the same cost, as it makes use of a larger amount of model information.

III. Flutter Prediction in Frequency-domain

III.A. Methodology

High-fidelity analyses in the frequency-domain employ forced motion in combination with the p-k method,
where the mode shapes and generalized structural matrices are identical to those of the time-domain anal-
ysis. Because FUN3D does not have a frequency-domain aeroelastic solver, the FUN3D-based generalized
aerodynamic influence coefficients (GAICs) are obtained by prescribing time-domain harmonic motion in
the individual structural modes. After computing generalized aerodynamic forces (GAFs) in time for a
given mode’s simulation, a least squares process is used to compute each GAF’s amplitude and phase angle,
allowing each response to be represented in complex form, i.e. F (t) = (FR + iF I)exp(iωt). Division by the
prescribed generalized displacement, η(t) = −iη0exp(iωt), thereby provides a scalar, complex GAIC matrix
term. Conceptually, the matrix represents the linear, frequency-dependent relationship between harmonic
motion and resulting GAFs between individual modes. This therefore treats a time-domain aeroelastic re-
sponse as a linear superposition of individual modal responses. More details about the frequency-domain
implementation can be found in Thelen et al. [4, 5, 24].

III.B. Results

To obtain the high-fidelity GAICs, a static aeroelastic simulation is first ran to convergence. Each mode’s
harmonic simulation is then evaluated about the deflected geometry for 2 cycles at 36 time steps per cycle,
where the oscillatory amplitude is set such that the maximum surface displacement is 0.1% of the reference
semi-chord length. This was chosen somewhat arbitrarily such that it is (a) large enough to be relatively
insensitive to temporal discretization and (b) small enough to avoid nonlinear aerodynamic effects with
oscillatory amplitude. Figure 8 illustrates the resulting damping and frequency curves at Mach 0.94. Using
the right eigenvector at flutter onset, the flutter mode’s displacement, displayed in Figure 9, is shown to be
dominated by the first bending mode, but has a twisting component as well.

When evaluated at a range of Mach numbers, the low-fidelity (USSAERO) and high-fidelity (FUN3D
Euler) GAICs yield the flutter boundaries shown in Figure 10. Also shown are Euler-based flutter boundaries
using finer temporal discretization (4 cycles, 50 steps per cycle) with oscillatory amplitudes of both 0.1% and
0.01% of the reference semi-chord. Because all Euler-based flutter conditions are nearly the same, the GAIC
calculation process is observed to be relatively insensitive to amplitude and temporal discretization. In this
figure, it is interesting to note that the low-fidelity flutter boundary is non-conservative for subsonic speeds,
yet very conservative at supersonic Mach numbers, even dropping below the atmospheric match line briefly.

(a) (b)

Figure 8. High-fidelity damping ratio and frequency curves at Mach 0.94.
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Figure 9. High-fidelity flutter mode contours on the deflected geometry at Mach 0.94 (computed using the right
eigenvector at flutter).

Physically, the steep increase in Euler-based flutter conditions may coincide with the shocks reaching the
trailing edge; at this point, there may be little surface area exposed to high-pressure flow, leading to a drop
in unsteady GAFs. As a result, a larger dynamic pressure is needed to obtain neutral aeroelastic stability;
this, in addition to more participation from higher frequency modes, may also help cause the sharp increase
in flutter frequency.

(a) (b)

Figure 10. High- and low-fidelity flutter results showing the minimal dependence on time discretization and oscillatory
amplitude: (a) flutter dynamic pressure, (b) flutter frequency. The high-fidelity data shown in black is used throughout
this work.

Figure 11(a) shows the corresponding static deflections for each Mach number. Quasi-static deflections,
which were computed using steady GAFs on the undeflected geometry and GAICs at the lowest reduced
frequency (0.001), are also shown. For reference, the maximum displacement, occurring at Mach 0.7, trans-
lates to around 6-7% of the wing’s length. Provided in Figure 11(b) are high-fidelity reduced frequency
evaluations for each Mach number. Reduced frequencies of 0.001 and 1.0 were initially sampled, at which
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point the flutter reduced frequency is iteratively updated until flutter speed convergence of 0.1%. Overall,
the process required an average of 4.87 reduced frequency evaluations per Mach number.

(a) (b)

Figure 11. High-fidelity flutter results: (a) time-domain and quasi-static generalized displacements, (b) Mach-reduced
frequency evaluations.

Because the cost of frequency-domain flutter prediction generally scales with the number of structural
modes, it can be advantageous to replace less influential GAIC columns (e.g., in-plane or high-frequency
modes) with low-fidelity data. Often, which modes matter to the flutter mechanism are to some extent
encoded in modal participation factors, which are computed using right eigenvectors at flutter. Provided in
Figure 12, the high- and low-fidelity modal participation factors show that the first three modes are most
influential at subsonic Mach numbers, but the fourth mode becomes more relevant above Mach 0.9.

(a) (b)

Figure 12. Modal participation factors at flutter: (a) low-fidelity, (b) high-fidelity. When considering many structural
modes, modal participation can be used to determine which modes to evaluate with high-fidelity CFD.

In addition to mixing GAIC fidelities, another way to reduce the cost of GAIC evaluations is to neglect
static deflection, although this can introduce error, particularly beyond subsonic speeds. To demonstrate
this, Figure 13 shows the high- and mixed-fidelity flutter boundaries without static deflection, where the
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mixed-fidelity result uses high-fidelity aerodynamics for the first three modes based on a modal participation
tolerance of 95%. For reference, Table 1 provides average cost relative to a steady flow solution. Unfortu-
nately, although mixed-fidelity GAICs without deflection is 3-4 times cheaper than a full high-fidelity GAIC
with deflection, considerable error is introduced by the simplifications for this vehicle configuration. For
instance, Figure 13 shows that flutter dynamic pressure at Mach 0.94 is increased by around 50% when ne-
glecting static deflection; although deflection is quite small (cf. Figure 11(a)), a small amount of twist may
affect loading and shock locations considerably. In fact, Fig. 11(a) shows that the third mode’s deflection
(first twisting mode) becomes more substantial at around Mach 0.94 and above, leading to a downward-
twisted wing; in a sense, static deflection of twisting modes may therefore be more influential to flutter
conditions when compared to bending modes.

(a) (b)

Figure 13. Flutter results using no static deflection and mixed-fidelity matrices (first 3 modes evaluated): (a) dynamic
pressure, (b) frequency.

Table 1. Average cost per Mach number of the high- and mixed-fidelity flutter calculations.

Relative time Time steps

Steady 1 n/a

Harmonic (per mode and k) 4 72

Static aeroelastic 76 382

Total, with static deflection 173 2,134

Total, no static deflection 97 1,752

Total, no static deflection , mixed-fidelity* 50 907
*First three modes evaluated by high-fidelity model, k bounds

adjusted based on low-fidelity kf .

While partial high-fidelity matrices represent one aspect of multi-fidelity flutter analysis, this work also
investigates the use of multi-fidelity metamodeling [25, 26] of GAIC matrix terms. Regression cokriging
(RCK) [4, 22, 23, 25, 27] is chosen to illustrate this approach. RCK can be referred to as a fusion-based
metamodel, as it fuses different fidelity datasets together to produce a global approximation of the HF
function space. With the inclusion of regression, it represents a multivariate, non-deterministic extension to
kriging modeling [25,27].

To demonstrate this method, initial Latin Hypercube Sampling (LHS) plans are clustered in the (M,k)
space around the low-fidelity flutter reduced frequency. Using the underlying model uncertainties of each
matrix term, the flutter dynamic pressure uncertainty is found by semi-analytically propagation through the
p-k equation [24]. After finding the flutter point with highest propagated uncertainty (using a golden section
minimizer), the corresponding (M,k) pair is taken to be the current iteration’s infill point. Figure 14(a) shows
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(a) (b)

Figure 14. Sample RCK results: (a) flutter dynamic pressure, (b) (M,k) samples used to form the GAIC metamodels.

sample RCK-based flutter boundaries with ±3σ uncertainty bounds, where blue shows the initial boundary
while red shows the boundary on the 10th iteration. For reference, Figure 14(b) shows the corresponding
high- and low-fidelity samples in the (M,k) space.

To give a sense of convergence and stability, the iterative RCK-based process was carried out for six
different initial sampling plans of varying size. Figure 15 shows the resulting normalized root mean squared
error (NRMSE) of flutter dynamic pressure (computed using the 15 high-fidelity samples in Fig. 13), where
Figure 15(a) uses mixed-fidelity GAICs with no deflection while 15(b) uses high-fidelity with no deflection.
Given on the x-axes are numbers of high-fidelity (M,k) evaluations divided by the average number of
evaluations needed for a direct flutter calculation (Nk,direct = 4.2 and 4.87 for mixed- and high-fidelity,
respectively). Therefore, if mf/Nk,direct = 3, for example, the cost is approximately the same as three direct
high-fidelity flutter calculations. On the y-axes, the NRMSE is given as a percentage of high-fidelity flutter
dynamic pressure.

Overall, this error metric tends to reach 5% in as little as mf/Nk,direct = 3, and can handle numerical
noise when present [24]. Direct metamodeling of the QoI (qf ), on the other hand, would presumably be much
less accurate if only three high-fidelity points were used. Alternatively, if all 15 Mach numbers were to be

(a) (b)

Figure 15. Convergence of flutter dynamic pressure NRMSE using different sizes of initial sampling plans (m0), where
the infill criterion is based on qf MSE: (a) mixed-fidelity with no static deflection, (b) high-fidelity with no static
deflection.
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evaluated directly, the total cost would be mf/Nk,direct = 15, or five times more costly. This also presumes
relatively cheap direct high-fidelity calculations; if reduced frequency was not iterated on and more values
were swept through (e.g. 6-10), these cost differences could easily be doubled.

IV. Flutter Prediction in Time-domain

IV.A. Methodology

High-fidelity aeroelastic analyses in the time-domain employ FUN3D’s internal aeroelastic capability [18]
which utilizes a modal structural decomposition approach. The implemented linear structural dynamic
equations are appropriate for small deflections as occurring during flutter onset [18]. The deflections are rep-
resented as linear combination of eigenmodes and typically only a limited set of the “important” eigenmodes
(five here) are transferred. The transfer of mode shapes from the structural mesh to the fluid surface mesh
is handled by CAPS internally. The non-dimensional time step size, t, is taken as 10 which corresponds to
forty steps per cycle of the fourth modal frequency (the highest one that is influential). The CFL number is
quickly ramped up to five. A maximum of twenty subiterations are used per time step and temporal error
tracking is employed. Starting from the rigid steady-state solution, 100 time steps with a size of 80 are
employed to yield the static aeroelastic deflection (by using mechanical damping ratios of about one) and
after that 1200 time steps of size 10 are used to simulate the dynamic aeroelastic behavior with an initial
perturbation to “kick in” the elastic response. This entire aeroelastic simulation takes about 80 processor
core hours.

A representative plot of CL versus number of time steps is shown in the left of Figure 16 at a Mach
number of 0.9, angle of attack of 1.31◦, and dynamic pressure of 4200 lbm/in/s2 which corresponds to the
critical flutter pressure at these conditions. The resulting neutral displacement response for the first five
modes versus simulation time is shown to the right in the same figure.

Figure 16. Representative plot of CL vs number of iterations (left) and a neutral displacement response for the first
five modes vs simulation time (right).

In order to be able to determine qf automatically, a bisection method is employed by varying the flutter
velocity until a neutral lift coefficient oscillation is achieved. To decide whether the lift coefficient oscillations
diverge (value of 1 assigned), converge (−1) or remain neutral (0), the following procedure is used [6,7]; after
linearly detrending the lift data without the first 100 iterations, which are the static aeroelastic deflection
time steps (which can be seen in the left of Figure 16) a Hilbert transformation is performed to compute the
instantaneous envelope amplitude. Then a linear curve fit through these amplitudes transformed onto the
unit interval is conducted. If the thus determined value of the slope divided by the mean of the amplitudes
is larger than 0.03 the response is considered diverging, if it is less than −0.03 converging, and in between it
is considered to be neutral as is the case in Figure 16. Some representative plots of this procedure are given
in Figure 17.
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Figure 17. Neutral, diverging, and converging lift coefficient oscillations analyzed via Hilbert transformation and linear
curve fit.

IV.B. Results

The variations of the critical flutter dynamic pressure, qf , with changes in Mach number (0.7 ≤M ≤ 1.1)
are studied. Figure 18 exhibits various high- and low-fidelity results as well as flutter velocities that were
used for the bracketing iterations. Lowerbnd and upperbnd are the starting points for the bracketing at a

Figure 18. ESAV flutter design space computed in the time-domain.

given Mach number and successive bracketing iterations are labeled iter1, iter2, etc. Note that it takes
on average six high-fidelity aeroelastic simulations (four iterations) to bracket the critical flutter velocity to
within one percent. The agreement between the frequencydomain and the time-domain results is decent
and the deviations will be addressed in the concluding discussion.

In addition to the relatively fine time step size of ∆t = 10 with a time horizon of 1200 time steps,
additional runs were conducted with a coarser time step size of ∆t = 30, using 300 time steps for the static
and 600 for the dynamic aeroelastic simulation. One can infer that the results are in decent agreement until
about M = 0.9 at which point they clearly deviate from each other. This demonstrates the high dependency
of time-domain results on the chosen time step size especially for the higher Mach numbers.

The computational times for one high- or low-fidelity flutter calculation relative to one high-fidelity
steady-state solution are given in Table 2 and will be compared to the frequency-domain cost in Section V.
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Table 2. Average computational cost for HF flutter calculations in the time-domain for fixed α and Mach number.

Relative time Time steps

Steady 1 n/a

Static aeroelastic 20 100

Dynamic aeroelastic 240 1200

Total for HF aeroelastic simulation 261 1300

Total for HF flutter simulation 1566 7800

Total for LF flutter simulation ∼ 1 n/a

Finally, Figure 19 shows high- and low-fidelity simulation data points together with a multi-fidelity (MF)
kriging surrogate model combining these two fidelity levels [28, 29]. Also shown are a kriging model built
with only the high-fidelity (HF) and low-fidelity (LF) data as well as the free-stream dynamic pressure at the
reference conditions. One can observe that the HF and MF kriging models exhibit some differences. While
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Figure 19. Kriging surrogate models for the ESAV flutter space computed in the time-domain.

they are both interpolatory, the MF model is smoother and mimics the trend of the LF data as intended
whereas the HF only model suffers from the lack of sufficient training points. The poorer performance
of the HF model is also confirmed by computing the leave-one-out error for both approaches which yields
1044 lbm/in/s2 and 477 lbm/in/s2 for the HF and MF kriging, respectively.

V. Concluding Discussion

Aeroelastic flutter analyses for the ESAV CAPS model using FUN3D and USSAERO have been conducted
using both time- and frequency-domain aeroelastic responses. Suggested uses of multi-fidelity metamodeling
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of QoI (flutter dynamic pressure) and intermediate quantities (GAICs) were also shown. This work also
presented other features of frequency-domain analysis, such as flutter mode shapes (and similarly, modal
participation factors), estimation of quasi-static deflection, and simplifications that reduce analysis cost (i.e.,
mixing fidelity matrix terms and neglecting static deflection). While unavailable for this work, a linearized
frequency-domain CFD solver would presumably provide similar responses at further reduced cost.

Overall, the time- and frequency-domain flutter results compared reasonably well at subsonic Mach
numbers, but deviated somewhat from one another above Mach 0.95. As shown in the frequency-domain
results, higher frequency modes become more important at supersonic Mach numbers. As a result, the time-
domain simulations may require finer temporal discretization at supersonic speeds, causing the moderate
discrepancy. For example, in Fig. 18 it was shown that a non-dimensional step size of 60 was inadequate,
while a step size of 10 matched the frequency-domain results much more closely. Because dimensional time
is equal to non-dimensional time over the reference sound speed (aref = V∞/M∞), a non-dimensional step
size of 60 corresponds to around 7 to 11 steps per natural oscillatory cycle of the fifth mode (33.3Hz). A step
size of 10, on the other hand, has around 42 to 65 steps per natural oscillatory cycle of this mode. Because
the frequency-domain approach used 36 and 50 steps per cycle for each mode, this time-domain step size is
most likely adequate. Based on frequency-domain flutter frequency, however, a time horizon of 1200 steps
and step size of 10 corresponds to around 3.5 to 5 oscillatory cycles at flutter. Initial transients may therefore
need more time to dampen out (e.g., over 3000 steps to capture at least 10 cycles), causing the moderate
disagreement. The mismatched flutter and static aeroelastic dynamic pressures used for frequency-domain
results may also play a small role in this discrepancy; however, based on Fig. 13, matching the dynamic
pressures would likely increase the discrepancy rather than decreasing it.

In terms of computational cost, the time-domain approach generally scales with (a) time step size, which
needs to be small enough to adequately resolve the highest frequency mode, and (b) the number of time steps,
which needs to be large enough such that initial transients are damped out and enough periods of the lowest
frequency mode are covered to be able to adequately judge whether the response is converging, diverging,
or neutral. Because the cost does not scale explicitly with the number of modes, presuming the above
conditions are met, the time-domain approach in theory excels for cases with numerous modes that matter
to the flutter mechanism. Conversely, the frequency-domain’s time discretization scheme can generally be
held fixed, but scales with the number of modes, making it especially economical when only a handful of
modes are influential for the flutter mechanism as is the case here. While the number of bracketed velocities
and reduced frequencies for the respective approaches also matter, they are roughly equal in this work, and
therefore less influential to cost differences. Comparing the cost given in Tables 1 and 2 one can infer that
the frequency-domain cost to compute the critical dynamic pressure at one Mach number is roughly one
ninth of the time-domain cost (173 versus 1566 times the cost of one high-fidelity steady-state solution).
Given that the time-domain simulation may still be too coarse and the frequency domain simulation can be
sped up by potentially neglecting the static deflection and employing a mixed-fidelity approach as discussed
in Section III, sways the computational savings even further towards the frequency-domain approach.

While there are various advantages and disadvantages to using time- and frequency-domain responses,
one can also draw conclusions on the benefits of multi-fidelity modeling, particularly using QoI versus in-
termediate quantities. For instance, one direct flutter calculation may require an average of 4 to 6 reduced
frequency or velocity evaluations for frequency- and time-domain responses, respectively. To somewhat accu-
rately (e.g., within ±5%) model the flutter boundary across the 1-dimensional Mach space, one can estimate
that at least 5 to 10 direct flutter calculations would be needed, even when making use of the low-fidelity
response. Such a model would therefore require at least 20 to 60 reduced frequency or velocity evaluations,
while also throwing out potentially valuable information (e.g., individual modal responses as well as pre- and
post-flutter responses).

Multi-fidelity modeling on the level of intermediate quantities (i.e., GAICs or velocity [?]), however, al-
lows one to make use of all simulation responses by treating the extraneous variable (i.e., reduced frequency
or velocity) as an additional dimension in the metamodel. Ultimately, this can reduce the computational
expense of modeling the boundary, and can also help account for discontinuities in QoI [?,4]. In Fig. 15, for
instance, the multi-fidelity boundaries were formed using as few as 7 GAIC evaluations, with several infill
points allowing an error reduction to 5%, typically using around 3 equivalent direct calculations in total
(i.e., 12 to 15 GAIC evaluations). Some obvious advantages of the QoI-based approach, however, include its
relative simplicity (requiring a single metamodel of a single black box response, instead of numerous), and
the fact that a model evaluation at a particular dependent variable value will return the exact QoI (whereas

15 of 17

The International Forum on Aeroelasticity and Structural Dynamics



for the GAIC-based approach, a particular Mach evaluation will not guarantee an accurately predicted QoI
at that Mach number).

The eventual goal of this work will be a range optimization of the ESAV with realistic structural and flutter
constraints and this paper demonstrates an important milestone towards that goal since having a parametric
model all the way back to the initial geometry is essentially opening a new frontier for computational
aeroelasticity.
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